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same for all FCM applications.
Currently, in a collaboration of several groups in-

volved in high-throughput FCM together with instru-
ment manufacturers and members of the flow cytom-
etry standards initiative a flowCore package and a
number of additional FCM utility packages are de-
veloped. The aim is to merge both prada and rflow-
cyt into one core package which is copmpliant with
the data exchange standards that are currently de-
veloped in the community. Visualization as well as
quality control will than be part of the utility pack-
ages that depend on the data structures defined in
the flowCore package.
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Protein Complex Membership Estimation
using apComplex
by Denise Scholtens

Graphs of protein-protein interactions, so called ‘in-
teractomes’, are rapidly surfacing in the systems bi-
ology literature. In these graphs, nodes represent
cellular proteins and edges represent interactions be-
tween them. Global interactome analyses are often
undertaken to explore topological features such as
network diameter, clustering coefficients, and node
degree distribution. Local interactome modeling,
particularly at the protein complex level, is also
important for identifying distinct functional com-
ponents of the cell and studying their interactivity
(Hartwell et al., 1999). The apComplex package con-
tains functions to locally estimate protein complex
membership as described in Scholtens and Gentle-
man (2004) and Scholtens et al. (2005).

Two technologies are generally used to query
protein-protein relationships. Affinity purification-
mass spectrometry (AP-MS) technologies detect pro-
tein complex co-membership. In these experiments
a set of proteins are used as baits, and in separate
purifications, each bait identifies all hits with which
it shares protein complex membership. AP-MS baits
and their hits may physically bind to each other, or
they may be joined together in a complex through an
intermediary protein or set of proteins. If a bait pro-
tein is a member of more than one complex, all of
its hits may not necessarily themselves be complex
co-members. These biological realities become essen-
tial components of complex membership estimation.

Publicly available AP-MS data sets for Saccharomyces
cerevisiae include those reported by Gavin et al. (2002,
2006), Ho et al. (2002), and Krogan et al. (2004, 2006).

Yeast-two-hybrid (Y2H) technology is another
bait-hit system that measures direct physical interac-
tions. The distinction between AP-MS and Y2H data
is subtle, but crucial. Two proteins that are part of the
same complex may not physically interact with each
other. Thus an interaction detected by AP-MS may
not be detected by Y2H. On the other hand, two pro-
teins that do physically interact by definition form a
complex so any interaction detected by Y2H should
also be detected by AP-MS. Under the same exper-
imental conditions, Y2H technology should in fact
consist of a subset of the interactions detected by AP-
MS technology, the subset consisting of complex co-
members that are physically bound to each other. Ito
et al. (2001) and Uetz et al. (2000) both offer publicly
available Y2H data sets for Saccharomyces cerevisiae.

apComplex deals strictly with data resulting
from AP-MS experiments. The joint analysis of Y2H
and AP-MS data is an interesting and important
problem and is in fact an obvious next step after
complex membership estimation, but is not currently
dealt with in apComplex.
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Protein Complex Membership and
Co-Membership

apComplex estimates protein complex membership
given a set of AP-MS co-membership data. The
distinction between the complex membership and
co-membership ties back to affiliation relationships
in social networks analyses (Wasserman and Faust,
1999). As a simple example to be discussed through-
out this article, suppose proteins P1, P2, P4, and P6
compose complex C1 and proteins P3, P4, and P5
compose complex C2. Then their affiliation matrix,
A, is as follows.

C1 C2
P1 1 0
P2 1 0

A = P3 0 1
P4 1 1
P5 0 1
P6 1 0

A can also be represented as a bipartite graph in
which one set of nodes represent proteins, another
set represents complexes, and edges from proteins to
complexes denote complex membership.

Instead of A, AP-MS technology assays Y = A⊗
A′ where ⊗ represents matrix multiplication under
the Boolean algebra 0 + 0 = 0× 0 = 1× 0 = 0× 1 =
0 and 1 + 0 = 0 + 1 = 1 + 1 = 1 × 1 = 1. Entries
of 1 in Y represent co-membership of two proteins
in a complex. In this simple example, we have Y as
follows.

P1 P2 P3 P4 P5 P6
P1 1 1 0 1 0 1
P2 1 1 0 1 0 1

Y = P3 0 0 1 1 1 0
P4 1 1 1 1 1 1
P5 0 0 1 1 1 0
P6 1 1 0 1 0 1

apComplex estimates A using assays of Y.

Observed Data

The entire matrix Y is not tested in AP-MS experi-
ments. For this to happen, all cellular proteins would
need to be used as baits. Even in small model organ-
isms such as Saccharomyces cerevisiae with approxi-
mately 6000 cellular proteins, genome-wide testing is
logistically prohibitive. Instead, only a subset of the
rows of Y are tested (letting rows represent baits and
columns represent hits). In a graph of Y, this is best
described by neighborhood sampling of all edges ex-
tending from baits to all other proteins. Recognition
of this sampling scheme is crucial as it draws a very

important distinction between two types of edges
that are absent from a graph of AP-MS data. Figure 1
shows ideal results from a neighborhood sampling of
our simple interactome using P1, P2, and P3 as baits.
The edge between P1 and P3 is tested and observed to
be absent, but the edge between P4 and P6 is absent
because it is never tested. Scholtens and Gentleman
(2004) discuss why inference should only be based
on the tested edges, leaving the untested edges to be
estimated or tested in further experiments.

P1

P2 P3

P4 P5P6

Figure 1: Co-memberships detected using neighbor-
hood sampling scheme with P1, P2, and P3 as baits.

In addition to being incomplete AP-MS data are
also imperfect, including both false positive (FP) and
false negative (FN) observations. Figure 2 demon-
strates hypothetical FP observations from P8 to P3
and P3 to P7 and a FN observation from P2 to P4.

P1

P2

P3

P4 P5

P6

P7

P8

Figure 2: Observed data including FPs and FNs.

Penalized Likelihood Approach

Since edges in an AP-MS graph represent complex
comembership, if all proteins were used as baits,
then maximal complete subgraphs (or cliques) in
the AP-MS graph would contain entire collections
of proteins that compose a complex. The maximal
complete subgraphs could then be used to estimate
A (see Scholtens and Gentleman, 2004 and Scholtens
et al., 2005 for a more thorough discussion).

Since all proteins are not used as baits, apCom-
plex instead searches for maximal BH-complete sub-
graphs in the observed AP-MS data. A BH-complete
subgraph is defined to be a collection of baits and
hits for which all bait-bait edges and all bait-hit-only
edges exist; a maximal BH-complete subgraph is a BH-
complete subgraph that is not contained in any other
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BH-complete subgraph. In other words, all edges ob-
served in the neighborhood sampling scheme must
exist for a subgraph to be BH-complete. The func-
tion bhmaxSubgraph can be used to find maximal BH-
complete subgraphs in the observed AP-MS data.

In the event of unreciprocated observations be-
tween pairs of baits, the edges are estimated to ex-
ist when the sensitivity of the AP-MS technology
is less than the specificity. Under a logistic regres-
sion model where the parameters represent sensitiv-
ity and specificity, this treatment of unreciprocated
bait-bait edges maximizes the likelihood L for the
data (Scholtens and Gentleman, 2004).

For our example, bhmaxSubgraph reports four
maximal BH-complete subgraphs as shown below.
Figure 3 depicts the bipartite graph of the results con-
tained in BP1.

> apEX
P1 P2 P3 P8 P4 P5 P6 P7

P1 1 1 0 0 1 0 1 0
P2 1 1 0 0 0 0 1 0
P3 0 0 1 0 1 1 0 1
P8 0 0 1 1 0 0 0 0
> BP1 <- bhmaxSubgraph(apEX)

bhmax1 bhmax2 bhmax3 bhmax4
P1 0 1 1 0
P2 0 1 0 0
P3 1 0 0 1
P8 1 0 0 0
P4 0 0 1 1
P5 0 0 0 1
P6 0 1 1 0
P7 0 0 0 1

BHM1 BHM2BHM3BHM4

P1 P2P3 P4P5 P6P7P8

Figure 3: Bipartite graph for the initial estimate of A
determined by locating maximal BH-complete sub-
graphs in the graph of observed AP -MS data.

The initial maximal BH-complete subgraph esti-
mate of A does not allow missing edges between bait
and hit-only proteins; since AP-MS technology is not
perfectly sensitive, it is reasonable to expect a num-

ber of missing edges in the subgraph for each com-
plex estimate. mergeComplexes accommodates this
by employing a penalty term with the likelihood. For
a complex ck, let C(ck) represent the product of 1)
the binomial probability for the number of observed
edges in ck given the number of tested edges and the
supposed sensitivity of the technology, and 2) a two-
sided p-value from Fisher’s exact test for the distri-
bution of missing incoming edges for complex esti-
mate ck. Then let C equal the product of C(ck) over
all complexes c1, ..., cK. The penalized likelihood P is
the product of L and C, or P = L×C. L is maximized
with the initial maximal BH-complete subgraphs –
the algorithm in mergeComplexes looks to increase C
in favor of small decreases in L.

After the initial estimate of A is made using
bhmaxSubgraph, mergeComplexes proposes pairwise
unions of individual complex estimates. If P in-
creases when the complexes are treated as one, then
the combination is accepted. If more than one
union increases P, then the union with the largest
increase is accepted. This is a greedy algorithm
and mergeComplexes can be sensitive to the order in
which the columns in the input matrix are specified.
Users may want to order the columns putting the ini-
tial complex estimates with more bait proteins first
since these contain proportionately more tested data.

> BP2 <- mergeComplexes(BP1, apEX,
sensitivity = 0.7, specificity = 0.75)
> BP2

Complex1 Complex2 Complex3
P1 0 1 0
P2 0 1 0
P3 1 0 1
P8 1 0 0
P4 0 1 1
P5 0 0 1
P6 0 1 0
P7 0 0 1

Figure 4 shows the corresponding bipartite graph
for the estimated A.

C1 C2C3

P1 P2P3 P4P5 P6P7P8

Figure 4: Bipartite graph for new complex estimates
after using mergeComplexes.

The function findComplexes can be used to run
both steps together. It will automatically reorder
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the input to mergeComplexes as suggested previ-
ously. Note that the user must specify the sensitiv-
ity and specificity of the AP-MS technology. Speci-
ficity should be considered in light of the dimension
of the data under consideration. In our small exam-
ple, a fairly high FP rate (i.e. low specificity) creates
a reasonable number of suspected FP interactions. In
large dimensional data sets, the number of true neg-
ative interactions is quite large. In these cases, very
low FP probabilities (e.g. 0.001 or specificity=0.999)
are usually appropriate.

Algorithm Output

apComplex makes three types of complex estimates:
multi-bait-mult-edge (MBME) complexes that con-
tain multiple baits and multiple edges, single-bait-
multi-hit (SBMH) complexes that contain a single
bait and a collection of hit-only proteins, and un-
reciprocated bait-bait (UnRBB) complexes that only
contain two bait proteins connected by one unrecip-
rocated edge. MBME complexes are the most reliable
since they contain the most tested data. SBMH com-
plexes are useful for proposing future experiments
since the topology among the hit-only proteins is
unknown. UnRBB complexes may result from FP
observations since the edges are tested twice, ob-
served once, and not confirmed by other subgraph
edges. On the other hand, the unreciprocated edge
may also result from a FN observation between the
two baits. The complex estimates resulting from
mergeComplexes or findComplexes can be sorted
into the MBME, SBMH, and UnRBB components us-
ing the function sortComplexes.

Results for three publicly available data sets are
included in apComplex. TAP is an adjacency matrix
of the AP-MS data (called ‘TAP’) reported by Gavin,
et al. (2002). There were 3420 comemberships re-
ported using 455 baits and 909 hit-only proteins. The
TAP data were originally compiled into 232 yTAP
complexes, available in Supplementary Table 1 of
Gavin et al. (2002) at http://www.nature.com and
at http://yeast.cellzome.com. These yTAP com-
plex estimates, along with the annotations given by
Gavin, et al. are available in yTAP.

HMSPCI is an adjacency matrix of the AP-MS data
(called ‘HMS-PCI’) reported by Ho et al. (2002).
There were 3687 comemberships reported using 493
baits and 1085 hit-only proteins.

Krogan is an adjacency matrix of the AP-MS data
reported by Krogan et al. (2004). There were 1132
comemberships reported using 153 baits and 332 hit-
only proteins.

These data were analyzed using apComplex,
and the results for the TAP and HMS-PCI data
sets are described in Scholtens et al. (2005). Com-
plex estimates are available for all three data sets
- MBMEcTAP, SBMHcTAP, and UnRBBcTAP for the TAP

data, MBMEcHMSPCI, SBMHcHMSPCI, and UnRBBcHMSPCI
for the HMS-PCI data, and MBMEcKrogan for the Kro-
gan data.

One example of the detail with which the ap-
Complex algorithm can estimate complex member-
ship involves the PP2A proteins Tpd3, Cdc55, Rts1,
Pph21, and Pph22. These five proteins compose
four heterotrimers (Jiang and Broach, 1999). Using
the TAP data, apComplex accurately predicts these
trimers as distinct complexes and furthermore notes
the exclusive association of Zds1 and Zds2 with the
Cdc55/Pph22 trimer. Confirmation of this prediction
in the lab may help clarify the cellular function of this
particular trimer and the reason for its joint activity
with Zds1 and Zds2.

Related Packages

Several other packages based on the apComplex al-
gorithm are currently being developed. The ScISI
package contains an in silico interactome including
apComplex estimates of publicly available AP-MS
data. Given an interactome, simulatorAPMS can be
used to simulate the neighborhood sampling scheme
and both stochastic and systematic errors charac-
teristic of AP-MS experiments for testing the per-
formance of complex estimation algorithms, among
other things. To complement the AP-MS data anal-
ysis, y2hStat contains algorithms for Y2H data anal-
ysis. This effort to better model Y2H observations
will facilitate improved joint modeling of apCom-
plex outputs and Y2H data.

Summary

In summary, apComplex can be used to predict com-
plex membership using data from AP-MS experi-
ments. An accurate catalog of complex member-
ship is a fundamental requirement for understand-
ing functional modules in the cell. Integration of ap-
Complex analyses with other high-throughput data,
including Y2H physical interactions, gene expression
data, and binding domain data are promising av-
enues for further systems biology research.
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SNP Metadata Access and Use with
Bioconductor
by Vince Carey

Introduction

“Single nucleotide polymorphisms (or SNPs) ... are
DNA sequence variations that occur when a single
nucleotide in genomic sequence is altered”1. Con-
ventionally, a given variation must be present in at
least one percent of the population in order for the
variant to be regarded as a SNP.

There are many uses of data on SNPs in bioinfor-
matics. Two recent contributions which lay out as-
pects of the concept of “genetical genomics” are Li
and Burmeister (2005) and Cheung et al. (2005). In
this short contribution I review some functionality
provided by Bioconductor for investigating analyses
related to the Cheung et al. paper.

The RSNPper package

The SNPper2 web service of the Children’s Hospital
(Boston) Informatics Program provides interactive
access to a curated database of metadata on SNPs.
Details of the system are provided in Riva and Ko-
hane (2005). In addition to the browser-based in-
terface, SNPper has an XML-RPC query resolution
system. The RSNPper package provides an inter-
face to this XML-RPC-based service. The objective of

RSNPper is to provide a convenient high-level inter-
face to the SNPper database contents, by providing
a small number of high-level query functions with
simple calling sequence, and by translating XML re-
sponses to convenient R-language objects for further
use.

Getting gene-level information

A geneInfo function takes a string argument with a
HUGO gene symbol and returns an object of class
SNPperGeneMeta:

> cpm = geneInfo("CPNE1")
> cpm
SNPper Gene metadata:
There are 8 entries.
Basic information:
GENEID NAME CHROM STRAND PRODUCT NSNPS

1 12431 CPNE1 chr20 - copine I 160
TX.START TX.END CODSEQ.START CODSEQ.END

1 33677382 33705245 33677577 33684259
LOCUSLINK OMIM UNIGENE SWISSPROT

1 8904 604205 Hs.166887 Q9NTZ6
MRNAACC PROTACC REFSEQACC

1 NM_003915 NP_003906 NULL
SNPper info:

SOURCE VERSION
[1,] "*RPCSERV-NAME*" "$Revision: 1.38 $"

1http://www.ornl.gov/sci/techresources/Human_Genome/faq/snps.shtml
2snpper.chip.org
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